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Unit 1 Objective 

 Introduces the  RULES AND PRINCIPLES of DBMS operation.   

 

 
Learning outcome  

 Students will be able to apply the rules governing the 
use of DBMS in their day-to-day interaction with the 
system   

 





 Principle 1: Acid properties & State of Transaction 

 Principle 2: Dr. CODDS’ 12-Rules in Relational Model 

 Principle 3:  Anomalies & Normalization 

 Principle 4: Deadlock Expectation & Prevention 

 Principle 5: Database Backup  

 Principle 6: Data recovery  

 Summary:   Review Questions  

              

… 



A transaction is a very small unit of a program and it may 
contain several low-level (machine level) tasks. A 
transaction in a database system must maintain 
Atomicity, Consistency, Isolation, and Durability — 
commonly known as ACID properties —in order to ensure 
accuracy, completeness, and data integrity.  

 Atomicity: This property states that a transaction must 
be treated as an atomic unit, that is, either all of its 
operations are executed or none. There must be no 
state in a database where a transaction is left partially 
completed. States should be defined either before the 
execution of the transaction or after the 
execution/abortion/failure of the transaction. 



 Consistency: The database must remain in a consistent state after any 

transaction. No transaction should have any adverse effect on the data 

residing in the database. If the database was in a consistent state before 

the execution of a transaction, it must remain consistent after the 

execution of the transaction as well. 

 

 Durability: The database should be durable enough to hold all its 

latest updates even if the system fails or restarts. If a transaction updates 

a chunk of data in a database and commits, then the database will hold 

the modified data. If a transaction commits but the system fails before 

the data could be written on to the disk, then that data will be updated 

once the system springs back into action. 

 

 Isolation: In a database system where more than one transaction are 

being executed simultaneously and in parallel, the property of isolation 

states that all the transactions will be carried out and executed as if it is 

the only transaction in the system. No transaction will affect the 

existence of any other transaction. 



END 



 
 Active: In this state, the transaction is being executed. This is 

the initial state of every transaction.  

 Partially Committed: When a transaction executes its final 
operation, it is said to be in a partially committed state.  

 Failed: A transaction is said to be in a failed state if any of the 
checks made by the database recovery system fails. A failed 
transaction can no longer proceed further.  

 Aborted: If any of the checks fails and the transaction has 
reached a failed state, then the recovery manager rolls back 
all its write operations on the database to bring the database 
back to its original state where it was prior to the execution 
of the transaction. Transactions in this state are called 
aborted. The database recovery module can select one of the 
two operations after a transaction aborts: 1.  Re-start the 
transaction  2. Kill the transaction  

 Committed: If a transaction executes all its operations 
successfully, it is said to be committed. All its effects are now 
permanently established on the database system.  

 



 Dr Edgar F. Codd, after his extensive research on 
the Relational Model of database systems, came 
up with twelve rules of his own, which according 
to him, a database must obey in order to be 
regarded as a true relational database.  

 

 These rules can be applied on any database 
system that manages stored data using only its 
relational capabilities. This is a foundation rule, 
which acts as a base for all the other rules.  





 

 Rule 4: Active Online Catalog 

The structure description of the entire database must be 
stored in an online catalog, known as data dictionary, which 
can be accessed by authorized users. Users can use the same 
query language to access the catalog which they use to 
access the database itself.  

 Rule 5: Comprehensive Data Sub-Language Rule 

A database can only be accessed using a language having 
linear syntax that supports data definition, data 
manipulation, and transaction management operations. This 
language can be used directly or by means of some 
application. If the database allows access to data without any 
help of this language, then it is considered as a violation.  

 Rule 6: View Updating Rule 

All the views of a database, which can theoretically be 
updated, must also be updatable by the system.   



 Rule 7: High-Level Insert, Update,and Delete Rule 

A database must support high-level insertion, updation, and 
deletion. This must not be limited to a single row, that is, it 
must also support union, intersection and minus operations to 
yield sets of data records.  

 Rule 8: Physical Data Independence 

The data stored in a database must be independent of the 
applications that access the database. Any change in the 
physical structure of a database must not have any impact on 
how the data is being accessed by external applications.  

 Rule 9: Logical Data Independence 

The logical data in a database must be independent of its 
user’s view (application). Any change in logical data must not 
affect the applications using it. For example, if two tables are 
merged or one is split into two different tables, there should 
be no impact or change on the user application. This is one of 
the most difficult rule to apply.  



 Rule 10: Integrity Independence 

A database must be independent of the application that uses 
it. All its integrity constraints can be independently modified 
without the need of any change in the application. This rule 
makes a database independent of the front-end application 
and its interface.  

 Rule 11: Distribution Independence 

The end-user must not be able to see that the data is 
distributed over various locations. Users should always get 
the impression that the data is located at one site only. This 
rule has been regarded as the foundation of distributed 
database systems.  

 Rule 12: Non-Subversion Rule 

If a system has an interface that provides access to low-level 
records, then the interface must not be able to subvert the 
system and bypass security and integrity constraints.  



If a database design is not perfect, it may contain 
anomalies, which are like a bad dream for any 
database administrator. Managing a database with 
anomalies is next to impossible. 

Types of Anomalies  

1. Update anomalies: If data items are scattered and 
are not linked to each other properly, then it could lead to 
strange situations. For example, when we try to update 
one data item having its copies scattered over several 
places, a few instances get updated properly while a few 
others are left with old values. Such instances leave the 
database in an inconsistent state.  

 

 



 
 Deletion anomalies: We tried to delete a 

record, but parts of it was left undeleted 
because of unawareness, the data is also 
saved somewhere else.  

 Insert anomalies: We tried to insert data 
in a record that does not exist at all.  

How to Resolve Anomalies  

 Normalization is a method to remove all 
these anomalies and bring the database to a 
consistent state.  

 First normal form 

 Second normal form 

 Third normal form  



 In a multi-process system, deadlock is an 
unwanted situation that arises in a shared resource 
environment, where a process indefinitely waits for 
a resource that is held by another process.  

 

 For example, assume a set of transactions {T0, T1, 
T2, ...,Tn}. T0 needs a resource X to complete its 
task. Resource X is held by T1, and T1 is waiting 
for a resource Y, which is held by T2. T2 is waiting 
for resource Z, which is held by T0. Thus, all the 
processes wait for each other to release resources. 
In this situation, none of the processes can finish 
their task. This situation is known as a deadlock.  



Deadlocks are not healthy for a system. In case a 
system is stuck in a deadlock, the transactions 
involved in the deadlock are either rolled back or 
restarted.  

To prevent any deadlock situation in the system, the 
DBMS aggressively inspects all the operations, 
where transactions are about to execute. The 
DBMS inspects the operations and analyzes if they 
can create a deadlock situation. If it finds that a 
deadlock situation might occur, then that 
transaction is never allowed to be executed. 

 



 A volatile storage like RAM stores all the active logs, disk 
buffers, and related data. In addition, it stores all the 
transactions that are being currently executed. What 
happens if such a volatile storage crashes abruptly? It 
would obviously take away all the logs and active copies 
of the database. It makes recovery almost impossible, as 
everything that is required to recover the data is lost.  

 Following techniques may be adopted in case of loss of 
volatile storage:  

  We can have checkpoints at multiple stages so as to 
save the contents of the database periodically.  

  A state of active database in the volatile memory can 
be periodically dumped onto a stable storage, which may 
also contain logs and active transactions and buffer 
blocks.  

 



Remote Data 
Backup 

Local data Backup  



 Crash Recovery 

DBMS is a highly complex system with 
hundreds of transactions being executed every 
second. The durability and robustness of a 
DBMS depends on its complex architecture and 
its underlying hardware and system software. 
If it fails or crashes amid transactions, it is 
expected that the system would follow some 
sort of algorithm or techniques to recover lost 
data.  

 



 Transaction Failure 
A transaction has to abort when it fails to execute or 
when it reaches a point from where it can’t go any 
further. This is called transaction failure where only a 
few transactions or processes are hurt.  
Cause: system error and  logical error 
 
Step in Recovery 

 There are two types of techniques, which can help a 
DBMS in recovering as well as maintaining the 
atomicity of a transaction:  

  Maintaining the logs of each transaction, and 
writing them onto some stable storage before 
actually modifying the database.  

  Maintaining shadow paging, where the changes 
are done on a volatile memory, and later, the actual 
database is updated.  
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